
 
 

 
 
Senior Data Engineer 
Location: Remote (Hybrid option available)​
Employment Type: Full-time​
Team: Tech​
Start date: 1 April 2026 

Data is everywhere. Direction is rare. 
We live in a world drowning in dashboards, signals, and AI promises. Leaders aren't starved for data 

anymore - they're paralysed by it. At Predictive Insights, we cut through the noise. We turn endless 

data into foresight that leaders can actually act on. We make progress possible again. Predictive 

Insight forecasts the demand for our customers’ services and products with 15-minute, hourly, daily, 

monthly and yearly precision, using machine learning and econometric techniques. 

Because when you see clearly, you move diéerently. 

The Role 
As a Senior Data Engineer at Predictive Insights, you will design and build the data infrastructure that 

sits at the heart of our forecasting platform. This is a hands-on individual contributor role with genuine 

technical authority. You will assess what exists, determine what needs to change, and build it, with 

direct support from the rest of the Tech Team. 

Our data sources are heterogeneous and client-specific. Our data science team works primarily in R.  

The data we work with is fundamentally time series in nature - high frequency transactional data, 

enriched with a wide range of contextual and reference datasets that must be correctly modelling, 

integrated, and kept current across multiple clients and locations.  ​
​
We use GCP throughout: GCS as our primary data store, BigQuery at the output layer, Cloud Run for 

production workloads, and Terraform for infrastructure. You will bring rigour, structure, and 

engineering discipline to the data layer, decoupling ETL from compute, establishing lineage and 

documentation, and building pipelines that the broader team can depend on and reason about. 

The people you will work with are sharp and expert in their own domains. Some will need persuading 

that engineering discipline is worth the short-term friction. You will need to make that case clearly and 

hold it. 
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Key Responsibilities 
●​ Assess the existing data infrastructure across our core projects and produce a clear, actionable 

view of what to keep, what to change, and how 

●​ Design and implement a data warehouse architecture that supports our analytics and machine 

learning workloads, including dimensional modelling, data contracts, and schema standards 

●​ Decouple data ingestion and transformation from compute, establishing automated, 

production-ready pipelines across heterogeneous client data sources: flat files, cloud storage, 

databases, APIs, and others 

●​ Establish data lineage across our core projects: sources, ingestion schedules, transformations, 

storage locations, schemas, versioning, change tracking, and access controls 

●​ Audit and establish clear data isolation between clients, identifying risks and implementing 

appropriate controls 

●​ Implement pipeline orchestration using a DAG-based framework, managing scheduled 

ingestion, inter-project dependencies, and multi-tenant data flows 

●​ Own the full data flow: ensuring that data arrives in a clean, well-structured, and 

well-documented form for the data science team to consume, and that what the data science 

team produces is delivered reliably to where it needs to go 

●​ Define and enforce data quality standards, monitoring, and observability as first-class 

concerns, with particular attention to data freshness requirements for time series workloads 

●​ Implement and maintain CI/CD pipelines for data workflows, managing environment 

separation and ensuring reliable, repeatable deployments 

●​ Own your own infrastructure: containerise and deploy your pipelines, manage your 

environments, and provision what you need using Terraform or equivalent IaC tooling 

●​ Work within and contribute to our GCP-based platform, including GCS, BigQuery, and Cloud 

Run 

●​ Set data engineering standards and practices that the broader team can understand and work 

within 

●​ Create and maintain clear documentation of data architecture decisions, pipeline logic, and 

data contracts so that the broader team can work with the data layer independently 

●​ Design and operate data infrastructure with cost efficiency in mind, monitoring cloud resource 

usage and optimising pipeline costs as data volumes and client base grow 

What You Bring 

Essential 
●​ Proven experience designing and building production data pipelines handling heterogeneous 

sources, batch and scheduled ingestion at minimum 

●​ Strong, production-proven experience using industry-standard DAG based orchestration 

frameworks 
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●​ Strong Python and SQL, applied to real data engineering problems in production 

●​ Solid understanding of data warehouse design and dimensional modeling, including concepts 

such as data contracts and slowly changing dimensions 

●​ A thorough, practical understanding of data lineage, schema management, data quality, 

versioning, and access control 

●​ Solid understanding of the data structures and freshness requirements that underpin time 

series machine learning and  analytical workloads 

●​ Experience with multi-tenant data architectures and the security and isolation considerations 

they involve 

●​ Solid DevOps capability: you containerise your own work, manage your own deployments, and 

do not expect someone else to provision infrastructure for you 

●​ Strong experience with CI/CD pipelines for data workflows, including environment separation 

and repeatable deployments 

●​ Solid experience with Terraform or equivalent IaC tooling 

●​ Strong GCP experience, including GCS, BigQuery, and Cloud Run; candidates with deep AWS 

experience and a demonstrated ability to move between cloud platforms will also be 

considered - GCP is where you will be working 

●​ The ability to assess an unfamiliar system quickly, identify what matters, and make a principled 

case for change 

●​ Strong communication skills across technical and non-technical audiences — you can explain 

the cost of a bad decision to someone who does not want to hear it 

Desirable 
●​ Experience introducing data engineering discipline into a team or organisation that did not 

previously have it 

●​ Exposure to near-real-time data ingestion/processing patterns and the ability to speak to how 

and when you have applied them 

●​ Experience with dbt or similar transformation and documentation frameworks 

●​ Exposure to data observability tooling 

●​ Experience working alongside data science or ML teams in a production context 

●​ Background in B2B SaaS or analytics products 

What Matters Most 

You are naturally curious and self-directed. When you encounter a problem you have not seen before, 

your first instinct is to work through it, not around it. You are comfortable regularly being the most 

knowledgeable person in the room on the things that fall within your domain, and you understand that 

sitting with a hard, unfamiliar problem is not a sign that something has gone wrong. It is just part of the 

job. 

You build data systems that people can trust, understand, and reason about. You form strong technical 

opinions, communicate them clearly, and know how to make the case for doing things properly. You are 

comfortable being the primary data engineering voice in a small, fast-moving organisation, and you are 
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motivated by the prospect of building something from a solid foundation rather than patching over 

accumulated shortcuts. The measure of your work is a data layer that the team can understand, trust, 

and build on. 

What we bring 

Where We Are Now 
Company Stage: Early growth stage with a small and expanding team 

This is a pivotal moment. You'll have the opportunity to shape our foundational product journey with 

the backing of our existing customer base and our shareholders and investors. But don’t 

underestimate the challenges of growth pains. We’re walking a fine line of experimentation and scale 

that delivers reliable solutions to our customers’ problems.  

Let’s deliver a billion better decisions by 2030. 

Who We Serve 

 

 

We work with multi-location businesses with high-frequency, high-variability products or services, 

where decision-makers can act on precise, real-time demand forecasts to drive efficiency and 

customer experience. 

Where We Operate 
Most of the companies we work with are in the hospitality and retail sectors. Our immediate focus will 

be on quick-service and fast-casual restaurants. 
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We have one or more customers in South Africa, Botswana, the UK, the US, Australia, New Zealand, 

Malaysia, and Singapore. Our current strategy will focus on specific markets where there is high 

growth in our focus industries. 

What You Can Expect 
●​ Direct access to and support from the Tech Team Lead 

●​ Genuine technical authority over the data engineering function 

●​ Close collaboration with Data Science, Modelling, and Software Engineering teams on 

problems that genuinely matter 

●​ A culture that values learning over being right 

●​ Room to grow your remit as the team scales 

How to Apply 
Send your CV to careers@predictiveinsights.net with the subject line: "[Job Title] - [Your Name]" 

Tell us about one problem you've solved that turned confusion into clarity. 

What Happens Next 
We move with clarity in our hiring, too. No ghosting, no endless rounds. You'll know where you stand at 

every stage. 

We’ll contact you to arrange an interview if your application matches our criteria. 

Diversity of viewpoints help us see more clearly and build better solutions. We’re not looking for 

someone who is like the rest of us. You need to meet the criteria, not be the same. 
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